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GO software development 


GO Software Report

For period between January 2003 to January 2004

Database

As a part of the Generic Model Organism Database (GMOD) project Chris spent a great deal of his time during the early part of the year incorporating GO style support for controlled vocabularies (CV) into the GMOD database schema (Chado). Chado is dependent upon this CV for integrity checks during operation and this development introduces GO/OBO in a very fundamental way into the GMOD community, without it chado is too unrestricted to be usable. This includes a SO layer to create views for different SO types.

The monthly updates of all the database files was carried out, although many times the dates slipped. The task will be moving to Stanford in 2004. Other sites that incorporate the GO database include Ensembl, Manchester, and Wash U. Chris maintains an as needed correspondence with all those who have local installations of the database. The ontology data is now updated on a daily basis from the CVS repository. Documentation is currently being re-written in anticipation of the transfer of duties to Stanford. 

The utility for mapping existing associations to a GO-slim was tested and improved.

Everyone contributed to the development of the OBO file format and testing should begin this month. The use of the OBO file format is only one of the ways in which we provide the data and some XML-based format will always be available.

For both the Chado and SO efforts the relationship ontology was (and is) being developed and extended. In particular, the goal is to make the definitions stronger so that logic rules can be consistently applied to the ontology (for example, the decomposition of the part-of releationships).

The bulk of the time has been spent exploring and developing methods to support these more sophisticated relationships. Progress has been made using Prolog and Definite Clause Grammars and this appears to be a viable solution (ppt discussion available).

DAG-Edit

John visited UK GO-Central in March and had an intensive debugging session with the curation staff. He also visited Manchester and discussed using Manchester’s OWL API to store the ontology in the Manchester datamodels. Subsequently he experimentally added support for passing an ontology to an external reasoner from GOET. 

Over the summer the core of DAG-Edit was rewritten so that all datamodel changes are based on the generation of history operations (as in GOET). Every time you do something with the gui, the gui creates a history item to represent that action, and then sends it off to an OperationModel to apply the history item to the data in memory. So now, it's easy to keep track of everything that happens in a DAG-Edit session, because the log of history items is always there.

 The undo mechanism has been rebuilt to use history items (previously, the undo mechanism worked by taking snapshots of the data in memory, and would undo be restoring those snapshots). This means that DAG-Edit now uses less memory (because we don't have to keep those snapshots around anymore). Even better, if you load a file format that stores the DAG-Edit history (like the serial files created by the autosaver), you can undo any changes stored in that history file. 

In addition, DAG-Edit sessions have been restructured to allow the following:

· DAG-Edit graphs can have multiple roots.

· Each session now contains a special set of obsolete terms (appearing in red). When a term is deleted from all its parents, it is moved into the set of obsolete terms (rather than just disappearing, as before).

· Each session now contains a special set of relationship types (appearing in blue). Relationships are no longer just strings; they are special kinds of terms. They can have names, definitions, comments, relationships to each other, and so on.

· These new special relationship sets will appear in the main DAG-Edit term panels, although the gui may be customize to hide these special sets. It's also possible to customize the gui so you have separate panels for the active terms, types, and obsolete terms, if you wish.

· The is_a relationship is no longer just another relationship type. is_a is a special, built in type that can never be deleted (although it can be renamed, given a definition or dbxrefs, given new children or parents, etc). All other relationship types are built around the is_a type.

· Every DAG-Edit term is now associated with a namespace. A namespace is a special string that describes the logical space to which this term belongs (regardless of the actual file it is stored in). Example namespaces might be "function", "process", "component", "relationships", "fly_anatomy", etc. Namespaces will help us keep things organized when we have cross products that have parents from different ontologies. The OBO Flat File lets uses namespaces to decide which terms will be stored in what file. 

The OBO Flat File format was designed, developed, and implements so that the OBO Flat File Adapter is now ready for use.  The new OBO Flat File format has many advantages over the old format: 

· It is designed to be extensible without confusing old tools. We can add all kinds of new concepts to the OBO flat file format, and any OBO flat file reader should be able to handle the new concepts without being rewritten.

· When an OBO reader sees something it doesn't understand, it will be stored and written out when the OBO file is saved. That means we can safely add new, experimental stuff to the flat files and none of it will be lost when the flat files are saved, even if DAG-Edit has no idea what to do with it

· Because of the way OBO files are structured, they should cause fewer CVS conflicts during update and commit.

Two new utilities flat2obo and obo2flat to support the transition were written (and are now in place at Stanford CVS repository). These utilities convert back and forth between the old flat file format and the OBO flat file format. The utilities do more than just change the file formatting; the files are also restructured to better fit their respective formats. For example, flat2obo moves all the children of "obsolete_function" (and all the other obsolete holder terms) into the real obsolete set, moves the obsolete holder terms into the real obsolete set, obsoletes the Gene_Ontology node and makes molecular_function, cellular_component, and biological_process into the real roots. obo2flat reverses all these changes, of course. 

A CVS Plugin was developed in the fall and is now in use. The CVS plugin is a front-end for CVS in DAG-Edit. When an update is requested, the plugin does a logical, history-based merge, rather than the text-based merge that cvs naturally does. This ends up eliminating most conflicts. Further, this plugin will be able to report conflicts that cvs can't see (like edits against a node that has been made obsolete by another user). The CVS plugin incidently contains most of the code that needs to go into the database save, and the research done to get the CVS Plugin working is an essential step in getting a working database save. I now have a working merge/conflict detection system, which will be invaluable in creating the database save

 The GO Flat File Adapter has a new save gui. The new gui allows users to save different parts of an ontology into different files. 

All DAG-Edit documentation was kept up-to-date as new releases of the software were made to cover the new options. 

We held our first DAG-Edit road show in December at Hinxton and it proved very useful. A second one is planned for March of 2004. This helped John understand (and fix) problems people had with DAG-Edit that only seemed to show up on their computers back at the lab. 

In addition, John answered dozens of e-mails

Releases: 

· March 7, 2003 DAG-Edit 1.317 (easier install, moderate fixes in the Find tool and definitions saving, cleanly make GO terms obsolete.

· April 9, 2003 DAG-Edit 1.319 (autosave, serial file adapter, general comments apply to edit sessions, case-sensitivity options, other bugs arising from visit)

· April 23, 2003 DAG-Edit 1.320 (Mac OSX key combinations, find speedup)

· July 24, 2003 DAG-Edit 1.4 beta (support for multiply rooted graphs, full support for cyclical graphs, special storage and treatment of obsolete terms, support for indicating replacement of obsolete terms, relationship types are terms, built-in definition of is_a relationship, support for synonyms, caching system redesigned so selection, editing, and searching are much faster)

· December 2003 DAG-Edit 1.409 (with all the fixes from the working group)

AmiGO

Groups continue to use both the interface, export the software, and to download the RDF output regularly (~300+ per month) and the software group has provided the time and effort to support this. Brad has responded to requests arising from the community and the regular GO meetings (e.g. adding peptide sequences, improvements to Gost the BLAST server, searching by PDB id), but largely has spent his time re-working the internals of AmiGO (i.e. the STAG and Machete projects). A new version of AmiGO is undergoing testing now. The new version will have greatly improved performance and will handle more easily complicated queries. Version 1.5 was released in December and it is currently being tested prior to public release.

Sequence Ontology

Work on GFF3 began in earnest in February 2003 and it was released in the summer. The type column mandates the use of a SO term. Content, GFF3, Apollo

GOBO

A web site was set up and a CVS repository was established. All of the OBO related files were transferred from the Stanford repository to the Sourceforge site. Three phenotype meetings were held and progress is being made.
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